Object Retrieval and Access Management

in Electronic Commerce

Shukri Wakid John Barkley Mark Skall

Information Technology Laboratory

National Institute of Standards and Technology

March 26, 1999

Abstract

Electronic commerce (EC) over the Internet is now tens of billion dollars per year and growing. This paper describes how objects used in EC can be located and protected from unauthorized access. It discusses the three kinds of EC: customer interactions with a business, business interactions with other businesses, and interactions within a business. It characterizes the object retrieval and access management required to support the types of EC. It describes how metadata expressed in XML (Extensible Markup Language), can be used to locate objects for retrieval and how a Public Key Infrastructure (PKI) along with Role Based Access Control (RBAC) can be used to implement the distributed authentication and access control necessary to support complex access policies. In addition, the paper describes activities within the Information Technology Laboratory (ITL) at the National Institute of Standards and Technology (NIST) which contribute to the development of related standards and tests.

Introduction

The World Wide Web has become a part of daily life for tens of millions of people. Currently, the number of Web sites doubles every six months[1]. Not so long ago, email, news, and file transfers of free information dominated traffic on the Internet. Now, the Web dominates Internet traffic. Web activity includes not only the exchange of free information but also the sale of goods and services. Evolution of the Web may also provide a medium for knowledge exchange.

Electronic commerce (EC) is the process of electronically conducting business among various entities in order to satisfy an organizational or individual objective. A key ingredient of EC, sometimes referred to as electronic trading, is the advertisement and procurement of goods and services over the Internet. The success and volume of EC on the Web has been widely reported. Consumers in the U.S. spent $8 billion over the 1998 holiday season[2]. Projections for EC revenue, which includes both consumer and business to business activity, by the year 2002 vary somewhere between $300-$500 billion, a fourth of which is the result of consumer purchases[3][4]. This implies almost a factor of 2 compound annual growth rate.

In 1997, President Clinton said "Trade and commerce on the Internet are doubling or tripling every year. If we establish an environment in which electronic commerce can grow and flourish, then every computer can be a window open to every business, large and small, everywhere in the world." The number of "dot.com" Web sites is approximately sixty percent of all web sites worldwide[5]. The success of the Web for commercial enterprise will continue to attract more EC to the Web. There are several other factors that will lead to increased Web use.

From the beginning, NIST/ITL has recognized the importance and rapid growth in EC. The goal of NIST/ITL is to help develop the technology to support higher quality Web and Internet use, enabling higher quality objects to be safely exchanged over the Web. For example, NIST/ITL is working with the Instructional Management System (IMS)[6] project of EDUCAUSE, a consortium of academic and industry suppliers and users of educational material, to develop specifications and prototype implementations which will allow educational objects of any type and size to be shared across the Web and re-used on different platforms. These educational objects may be for sale, but they also may be distributed free of charge. By promoting the exchange, regardless of cost, of objects in a specific domain, like education, NIST/ITL is demonstrating the value of standards to achieve interoperability and jump-starting EC in its truest sense.

In addition to electronic commerce projects within NIST/ITL, NIST has funded and currently funds several projects in electronic commerce through the Advanced Technology Program (ATP)[7]. These include: development of a tool suite enabling commercial software vendors to rapidly develop, maintain and join families of business applications that work together and can be updated in parallel[8]; applying object-oriented technology to provide efficient, scalable parallel-computing software and algorithms that can be incorporated easily into business applications[9]; development of tools and infrastructure to enable the incorporation of Web-based resources as components in semantic-based frameworks for composing new services[10]; and design of a rigorous process and core testing technologies for assuring the security of software components[11]. The results of NIST intramural and extramural projects such as these have helped to make the U.S. the leader in both the use of EC and the technological development of the infrastructure which
enables EC.

The Web supports the exchange of two basic types of objects: objects which consist of only data, and objects which consist of data and process. Data only objects include HTML documents, graphic images, audio, and video. Only data needs to be exchanged because the data representation is in a standard form and the process needed to interpret the data is part of or adjunct to Web browsers. Objects which are both data and process include Java applets and Object Management Group (OMG) CORBA (Common Object Request Broker Architecture) objects. Such objects would be used to implement things like educational courseware and business objects representing specialized business processes. As EC on the Web increases, each object is growing in size. To more effectively manage Web use and Internet traffic, these objects must be organized and accessed more efficiently.

The current number of Web pages capable of being indexed is estimated to be 320 million[12]. Web search engines vary as to the percentage of these pages that they are able to index. The best search engines are able to index only about a third of all Web pages. Improvements in search engines will increase the number of Web pages indexed[13].

There is currently an abundance of so called "information appliances." Examples include: televisions connected to the Web through dial-up and cable lines, wireless smart phones, smart automobiles, palmtops, active badges, palmtop computers, electronic personal assistants, and devices monitoring appliances in smart homes. Not only will the number of these devices increase, but also, more of them will be connected to the Web.

The Web is also being used in more innovative ways. Entertainment companies are combining programming on traditional media, such as, movies and television, with programming on the Web. For example, Public Television now references Web pages during their television programs as a source of further information. In addition, Public Television broadcasts Web pages as part of their television broadcast. These pages can be obtained directly by a PC with a video board that can receive the television signal. Windows 98 comes with software support for such boards.

These and other factors will substantially increase Web use and consequently, Internet traffic. Although it is beyond the scope of this paper, it is important to note that EC objects will have attributes usable by Internet traffic management processors to enable the proper latency, security, and synchronization of the messages used for object exchange.

EC can be divided into three broad categories: customer-to-businesses; business-to-business; and intra-business. When a customer interacts with a business, the business models are usually simple, straightforward, and relatively the same regardless of who the customer/business is (e.g., a customer purchasing a book from a bookstore). While a business can interact with another business as just a customer, the business models of business-to-business relationships are very often much more complicated. Businesses often have close, long-term relationships (e.g., a joint development and marketing agreement). Such relationships can involve complex transactions requiring a more complex use of information technology. Intra-business transactions can be analogous to either of the first two categories, since businesses are comprised of individuals who need to interact with a segment of the business, as well as sub-organizations who need to interact with other sub-organizations. EC in government can be of all three types: customer-to-business (e.g., the public obtaining government services); business-to-business (e.g., inter-agency or industry-agency relationships); or intra-business (e.g., sub-organization relationships). In this paper, we will only address the first two categories of EC, since intra-business transactions can be described in terms of the other two categories.

This paper examines object retrieval and access management requirements needed to maintain the rate of increase in EC for both customer-to-business and business-to-business EC. The Web must be able to support the increasing traffic of objects involved in EC. Moreover, both consumers and businesses must have confidence that the objects that they make available on the Web are protected from unauthorized access. In general, because business processes are simpler in customer-to-business commerce, data only objects may be sufficient. On the other hand, business-to-business commerce often requires objects that are both data and process.

**Customer-to-Business Applications**

Object retrieval requires a means of describing an object in order for objects to be located according to their characteristics. Objects in customer-to-business applications are primarily web pages. Currently, automated indexing all of the words within a web page identifies the characteristics of these web pages. Object characteristics may also be identified by means of object "metadata" defined by the web page creator. Metadata can be used to reduce the amount of information required to be processed and stored in order to locate an object for retrieval. The Extensible Markup Language (XML) is commonly used to express metadata. NIST/ITL is developing conformance tests for XML processors[14], ensuring that XML syntax is correctly interpreted. As mentioned in the introduction, NIST/ITL is also helping to develop the IMS metadata standard, which is expressed in XML[15]. This standard allows for the efficient retrieval of educational objects that conform to the IMS specifications.

Customer-to-business applications require managing access to web pages. Access management consists of two aspects: authentication and access control. Authentication requirements for customer-to-business applications are usually less stringent than for business to business applications. Simple username/password mechanisms are usually sufficient assuming passwords are not passed in the clear
over the communications channel. Access to legacy systems, such as, mainframe databases, over the Web is a significant problem with regard to authentication and access control. Each legacy system may use different mechanisms. NIST/ITL is working with the Department of Veterans Affairs to develop authentication "proxies" which will enable a single point of access to legacy systems with different authentication and access control mechanisms[16].

Although business models of customer-to-business applications are usually simple, managing access to these objects can be expensive and error prone. Role Based Access Control (RBAC) is an access control mechanism that can lower the cost of access management. RBAC is able to specify and enforce enterprise-specific security policies in a way that maps naturally to an organization's structure. With RBAC, it is not necessary to translate the natural organizational view into the view required by the access control mechanism. With RBAC, the natural organizational view is the access control mechanism. In customer-to-business applications, roles, such as, customer, preferred-customer, and employee would be typical. Furthermore, since RBAC restricts an individual’s access only to objects associated with the role he/she is assigned to, customer-to-business transactions are much less likely to provide information to unauthorized customers. NIST/ITL developed an RBAC Model along with a prototype implementation and administrative tools[17].

Business-to-Business Applications
Before consumers knew of the term "electronic commerce," businesses were engaged in the electronic exchange of goods and services. The percentage of consumer activity in EC in terms of dollars, which has been negligible as recently as a few years ago, will grow to approximately 25 percent of all EC by the year 2002[3]. EC between businesses began over private networks and has significantly migrated to the Internet. NIST participated in the development of the EDI (Electronic Data Interchange) standard which has been and continues to be a means for business-to-business electronic transactions[18].

In general, the object retrieval and access management requirements are greater for business-to-business commerce. With respect to object retrieval, the objects, normally both data and process, used to support complex business interactions are not as amenable to automated indexing as objects, which are primarily text. The use of metadata expressed in XML in conjunction with object repositories, such as, those used with CORBA, is not only more efficient but is very often the only effective way of identifying an object’s characteristics.

Complex authentication mechanisms, such as, a Public Key Infrastructure (PKI), may be required. NIST/ITL is developing standards and conformance tests for PKI[19]. In addition, access policies may be so complex that they cannot be expressed efficiently using RBAC (e.g., a user’s accountant is able to access the user’s insurance company records only if the user has coverage). Very often, such policies are embedded in application code and when policies change, applications must be modified. To remedy this problem, the Resource Access Decision (RAD) interface[20] developed within the Object Management Group, with NIST/ITL participation, provides a standard object framework enabling all EC applications to de-couple application logic from access control logic.

In business-to-business applications, such as, joint development projects, it is usually necessary for design and modeling information to be exchanged. The Virtual Reality Modeling Language (VRML) is very often used to exchange such information. VRML is a powerful three-dimensional modeling language, developed specifically for use on the Internet. NIST/ITL has developed a comprehensive set of tests for VRML browsers[21][22] along with a reference implementation of a VRML parser[23]. Figure 1 illustrates one of the tests from the NIST/ITL VRML Test Suite. The Textured Sphere Test verifies that the sphere defined by the VRML script at the bottom of figure 1 (a sphere upon which the letters "VTS" appear) is displayed by a VRML browser as shown in the picture at the top of figure 1. These conformance tests are needed to ensure that VRML browsers correctly interpret and display conforming VRML files. Without the assurance provided by a conformance test suite, wrong information may be exchanged. Consumers and businesses alike must be confident that information sent will be received correctly in order for EC to flourish.

Complex business relationships are often implemented using Java objects. Currently, computers are the predominant way customers and businesses access the Internet. However, 87% of all microprocessors produced reside in embedded devices, not computers. In the future, the number and types of embedded devices, like wireless phones, pagers, and "smart" appliances, used to access the Internet will significantly increase. Applications like smart spaces, intelligent homes and autos, wearable computing will use embedded users’ computers that will access the Internet. Such small electronic network appliances require real-time Java platforms. To alleviate this problem, NIST/ITL is leading an industry group, which is developing requirements for embedded and real-time Java[24].

Conclusion

EC is in its infancy. Current EC revenue is tens of billions of dollars per year. Projections for total EC revenue by the year 2002 vary somewhere between $300-$500 billion [3][4]. This is almost a factor of 2 compound annual growth rate. The electronic marketplace of the future will most likely bear little resemblance to what is now available. Vice President Gore said "Soon, electronic networks will allow people to transcend the barriers of time and distance and take advantage of global markets and business opportunities not even imaginable today."

However, in order to realize its true potential, the nascent field of EC must instill in its customers confidence that their every day transactions are correctly transmitted and protected from unauthorized access. NIST is funding both intramural and extramural projects providing standards and conformance tests to ensure that information sent over the Internet is efficiently located, and correctly transmitted and processed. In addition, NIST/ITL is developing key technologies, like role based access and public key infrastructure, to help ensure secure distributed authentication and access to objects of commerce. The results of NIST efforts in EC have helped to maintain the growth in EC and make the U.S. the leader in both the use of EC and the technological development of the infrastructure which enables EC.

References

2. Marketing Corporation of America,
14. NIST XML/DOM Conformance Testing,
15. IMS Technical Development Site: Conformance Testing Team,
17. David F. Ferraiolo, John F. Barkley, and D. Richard Kuhn, A Role Based Access Control Model and Reference Implementation within a Corporate Intranet, ACM Transactions on Information Systems Security, Volume 1, Number 2, February 1999,
18. Federal EDI Secretariat,
20. Resource Access Control (RAD), Revised Submission,

22. NIST/ITL VRML Test Suite,
24. Conformity Assessment and Diagnostic Efforts for Java,